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Abstract— Though a long-studied problem, motion segmen-
tation has yet to migrate into practical applications. We argue
that a vital step towards that goal lies in addressing motion
segmentation for the specific setting of interest. To this end,
this paper presents a new approach for image-based motion
segmentation in the case of vehicles navigating inside an urban
environment. We exploit two application-specific factors – the
restricted camera movement and the known type of moving
objects – to deal with the two major limiting factors – missing
data and strong perspective effects – that affect most previous
“generic” motion segmentation algorithms. By constraining the
geometry and exploiting known semantic classes in the scene,
we achieve much higher accuracy than previous approaches. In
addition to the novel algorithm, we contribute a more realistic
motion segmentation benchmark dataset for moving platforms
by annotating real video sequences from the KITTI dataset.
Experiments on this dataset and other synthetic data confirm
the effectiveness of the proposed approach.

I. INTRODUCTION

Motion segmentation is a crucial task in computer vision
and a key component for dynamic scene understanding
for robotics tasks and autonomous driving. Separating and
modelling the motion of objects is necessary for further
localisation, trajectory prediction and 3D reconstruction.

Several image-based motion segmentation approaches take
as input a set of image feature trajectories on different
moving objects (including the background) extracted from
an input video, then separate the trajectories into different
distinct motions. The underlying principle for segmentation
is that the trajectories of different motions belong to different
geometric models, e.g., linear subspaces [11], [2] or funda-
mental matrices [10]. A large number of techniques have
been proposed in the literature [18], witnessing a continuous
interest in the topic.

However, most available techniques require clean and
accurate input feature trajectories to be successful. Unfor-
tunately, reliable feature tracking is very difficult to achieve
on videos acquired from out-of-lab environments, due to the
usual problems of varying lighting conditions and unpre-
dictable object appearances [1]. Other critical factors that
reduce segmentation accuracy include severely unbalanced
population sizes of the different trajectory motion groups
(e.g., foreground objects that lie at very different distances
to the camera), and the unavoidable partial dependencies that
arise between different motion groups due to sharing similar
motions in parts of the video (e.g., cars on a busy junction).
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Fig. 1. Comparison of different datasets in the literature. (a) Hopkins 155
has several sequences with independent moving objects with checkboard
like texture to obtain good image tracks and some outdoor sequences with
maximum 3 objects moving. (b) MTPV dataset has 8 sequences tuned
mostly to evaluate perspective distortions with only 2 objects moving. (c)
Our proposed dataset has 9 sequences with motion in urban scenes taken
from the KITTI dataset. The complexity is dramatically increased by having
up to 11 motions and strong occlusions.

The lack of confidence to handle realistic data is also
evidenced by the fact that a vast majority of techniques in the
literature were evaluated on datasets acquired exclusively in
lab settings or with manually selected/preprocessed “clean”
data. For instance, the most popular Hopkins 155 dataset [37]
(Fig. 1 (a)) contains 155 sequences with a small number of
frames (from a minimum of 28 to a maximum of 40), point
trajectories (from 122 to 437) and motions (a maximum of
3). Similarly, although the MTPV Dataset [28] (Fig. 1 (b))
provides dense trajectory annotations of 8 sequences with a
higher number of frames (100), there are only two motions
per sequence (albeit with stronger perspective effects). There-
fore these datasets are not good representations of videos or
trajectories acquired in real-life environments.

Although there are robust motion segmentation algorithms
that can handle missing data [39], [14], [32] (interrupted
tracks), noise in the trajectories [5], and outliers (wrong
feature tracks) [32], their capabilities still do not encompass
the full range of difficulties such as severely unbalanced
motion groups or partial dependencies. Moreover, most of
these robust techniques have also been evaluated only on
the standard datasets. Given the above difficulties, we argue
that a vital step towards practical motion segmentation lies
in customising algorithms for the specific scenario and the



robotic platform/vehicle used to acquire the images.
To this end, we present a novel practical motion seg-

mentation framework which can handle effectively real-life
scenarios by using geometrical methods in combination with
semantic data. In contrast to previous algorithms that were
designed to handle generic camera and object motions, our
approach, named TVCM (Two-View Constrained Motion),
is tailored to segment objects moving with planar motions
(cars, bikes, pedestrians), where images are taken from a
wheeled platform. Such a setting is encountered in the vital
applications of autonomous or computer-assisted driving.

In our model we leverage two main constraints: (i) the tilt
motion of the camera is small and (ii) the intrinsic parameters
are known and constant. The first hypothesis, which is largely
valid on the KITTI dataset, derives from the assumption
that a road can be considered as piece-wise planar except
some asphalt irregularities that can rarely occur during the
driving. It enables the algorithm to be less distracted by
motions that happen vertically in respect to the ground (e.g. a
flying bird), which are generally not interesting for driving.
Our hypothesis is that it is possible to improve trajectory
segmenting trajectories by using a geometrical model that
considers only rotations and translations of the elements of
the scene on planes orthogonal to the Y axis of the camera.1

To include these two assumptions, we use a novel con-
strained form of the essential matrix. Further, to improve the
segmentation, we use, for the first time, semantic information
generated by a general purpose object detectors, trained on
the classes that are more likely present in a urban scene.
We show in the real data that semantics plays an important
role in disambiguating cases when geometry is not sensitive
enough to separate motions, i.e. in case two objects are
moving slowly with a similar motion among them or with
respect to the motion of the point of view. Semantics can
improve the motion segmentation also when a moving object
is partially occluded: We can strongly enforce the relation
between the objects and the associated trajectories, keeping
the continuity of trajectories over the occlusion even if the
local appearance of feature points changes due to shadows
and different lighting.

Apart from the proposed motion segmentation approach,
we also introduce a new evaluation based on the KITTI
dataset that contains complex traffic video sequences with
perspective distortions, severe occlusions and missing data.
We used this dataset also to demonstrate the applicability of
the algorithm in the field of autonomous driving, in particular
to recognise the moving elements of a street scene. In the
presented dataset there are 9 sequences with up to 1122
points, 120 frames, 10 moving objects and 65% of missing
data (check Fig. 1 for a preview, also respect of previous
datasets). Fig. 2 shows the trajectory matrix of a sequence of
our dataset where there are 50% missing entries. This upscale
in complexity that is characteristic of real urban scenes is
very challenging for previous motion segmentation methods.

1Our constrained model should work on mildly uneven roads where the
violations to the planar assumption are small relative to the vehicle motions.

(a)

(b)

Fig. 2. (a) A visualisation of the data matrix of sequence 11 in our
benchmark with 537 trajectories and about 65% of missing data, indicated
by the white part. (b) Data matrix of the TPV method [25] with 524
trajectories and 50% of missing data.

II. RELATED WORK

Motion segmentation is a long-standing problem with a
consistent literature in the last decades. To summarise the
methods, we can group them in terms of the camera model
used (affine or perspective) and by the type of data used (two-
views correspondences or multiple frame feature tracks).

The affine camera model was the first case studied using
image trajectories stored in a matrix that can be then pro-
cessed with algebraic and statistical tools to assign motions to
image trajectories [29], [11], [17], [38]. To this end, several
constraints and heuristics have been used to simplify the
task such as two-view constraints in consecutive frames [33],
splitting and merging strategy to avoid over and under
segmentation [29]. Recently some algorithms [45], [24],
[12], [46] reported low misclassification rates on established
datasets such as the Hopkins155, which shows a promising
progress in the solution of the problem. However, most of
these works indeed assume that trajectories are uninterrupted.

In reality, missing data often occur in the entries and
for this reason many algorithms have been proposed to
solve for the motion segmentation problem with interrupted
image trajectories [39], [14], [6], [32]. One important motion
that can deal with occlusions and long term incomplete
trajectories has been proposed by Brox and Malik [4]. The
method is based on a pair-wise comparison of trajectories,
expressed by an affinity matrix that encodes a temporal link
between them. The drawback of this approach is that it can
only deal with a translational motion model, and has low
accuracies in case of rotation and scaling. Ochs and Brox
[27] tried to improve over [4] using a tensor which defines
tertiary affinities, in order to face with higher order motion
models; however this approach is computationally costly.

Differently, for two-views only, segmenting motion is
usually solved by fitting and evaluating models over the
data. In particular, one of the first example was sequen-
tial RANSAC, which consists in iteratively applying the
RANSAC algorithm [16] and then iteratively remove the
discovered models. This simple but effective approach has
the drawback to perform poorly when the motions have a
degree of dependency. The MultiRANSAC algorithm [51]
does not remove features sequentially since it uses a parallel
framework. More efficient methods also start with random
samples [49], [36], [7] but convergence decreases with the
increase of outliers ratio and motions. Other approaches



[30], [42], [8], [47] introduce sampling techniques to boost
the convergence and to avoid misclassification, but strong
outliers ratio might affect negatively these methods. Recently,
a focus has been put over the estimation of the inlier
threshold, a critical parameter for most of the approaches
[40], [31], [22], [9], [41] but still being restricted by random
sampling functions.

To extend the motion segmentation problem to the case of
generic perspective camera, Li et al. [25] used a subspace-
based method which makes use of the epipolar constraint of
Two-Perspective-View (TPV). The nature of the algorithm
makes it also more robust to the problem of missing data.

Relative to previous methods, our method has the follow-
ing advantages:

• It introduces a new full perspective camera model which
is constrained to planar motion.

• It uses semantic information to solve for the long-
trajectory case, extending applicability to realistic, out-
of-lab, scenarios.

• It can deal with higher ratio of missing data with
respect to previous approaches thanks to such semantic
information.

• In addition to the novel motion segmentation technique,
we provide a new motion segmentation dataset based on
KITTI, which is more realistic and challenging than the
standard motion segmentation datasets.

For an overview of our technique, please refer to the supple-
mentary material on the authors’ respective homepages.

III. TWO-VIEWS CONSTRAINED MOTION

Consider a set of feature points x = (xif , yif , 1) belong-
ing to i = 1 . . . P trajectories in f = 1 . . . F frames; if the
points belong to rigidly moving object inside a scene, we can
apply the epipolar constraint on each couple c = {f, f + 1}
of subsequent frames

x̂T

i(f+1)Ec x̂if = 0, (1)

where Ec ∈ R3×3 is the essential matrix, while x̂if = K−1xif

are the normalised homogeneous coordinates with K as intrin-
sic camera matrix (in our case the intrinsic camera matrix
is known and fixed). The computation of Ec is performed
using the 8-point algorithm [20]. We can rewrite the epipolar
constraint in Eq. (1) in a linear form:

w T

icec = 0 (2)

where ec = (xif + 1xif , xif + 1yif , xif + 1, yif + 1xif , yif + 1yifyif + 1,
xif , yif , 1) is the vectorisation of the matrix Ec and wic is
the corresponding vector composed by the monomials of
the 2D feature points. If we consider the constraints on the
motion of the camera (planar) and of the feature points in
the 3D environment, we can re-write the essential matrix
as a composition of the yaw angle θc of the camera and a
translation tc = [gc 0 hc] along the X and Z axis of the

ground plane. Then we have that:

Ec = [t]× Rc =

 0 −hc 0
hc 0 −gc
0 gc 0

cos(θc) 0 − sin(θc)
0 1 0

sin(θc) 0 cos(θc)

 .
(3)

The linearised form of the matrix Ec will be ec =
−(0, hc, 0, hc cos(θc) + gc sin(θc), 0, hc sin(θc)−gc cos(θc),
0, hc, 0)

T . In the light of the fact that the only components of
ec which are giving a contribution are {e2 e4 e6 e8} ,
we can rewrite Eq. (2) as:

w̃ T

icẽc = (xif + 1yif yif + 1xif yif + 1 yif) ẽc = 0. (4)

The subspace F spanned by the measurement vector in the
full perspective model has in general dimension 8 (except the
degeneracy cases), while in our case we pursue the advantage
of reducing the dimensionality of the problem to a subspace
R of dimension 3. Apart from increasing the efficiency of
motion segmentation due to the reduced dimensions, our
constrained Ec can better cope with noise since potentially
distracting motions (which can arise due to noise) that occur
parallel to the vertical axis are ignored.

A. Geometrical affinity matrix

Starting from Eq. (4) it is possible to deal with motion
segmentation by using a Sparse Subspace Clustering (SSC)
algorithm. For each couple of frames c = {f, f + 1} we
can build a data matrix Wc = [w1c . . .wPc] ∈ R4×P ; the
case of degeneracy can be dealt with a subspace separation
algorithm. Each measurement vector wic can be expressed
as a linear combination of all the other vectors, as follows:

wic =

P∑
q=1,q 6=i

sqcwqc = Wcsic

sic = 0,

(5)

where sic is the vector of the coefficients that relates wic

to all the other vectors wqc, for q = 1, . . . , P . For each
trajectory, the solution for Eq. (5) can be achieved by solving
the optimisation problem:

min ||sic||1 s.t. wic = Wcsic. (6)

Eq. (6) can be extended for all the other column vectors of
Wc as follows:

min ||Sc||1 s.t. Wc = WcSc, (7)

considering that diag(Sc) = 0, according to Eq. (5). The
computation of the Sc matrix can be performed via Sparse
Subspace Clustering (SSC) [3], and then the Affinity Matrix
Ac can be obtained as in the adjacency matrix of Sc. The set
of affinity matrices Ac for c = 1 . . . F −1 can be used to find
a single affinity matrix related to the whole video sequence
Â ∈ RP×P , on which a final clustering can be performed.
In case of missing data for a given trajectory m in a couple
of frames c, the affinity matrix Ac will have aum = 0 for



u = 1 . . . P rows and amv = 0 for v = 1 . . . P columns.
Each element of the final affinity matrix Â is given by:

âuv =

∑F−1
c=1 auv,c
||auv||0

if ||auv||0 6=0

âuv = 0 if ||auv||0 =0,

(8)

where ||auv||0 is the `0 pseudo-norm that counts the non-
zero elements of the vector auv = [a(uv,1), . . . a(uv,F−1)]

T ,
associated to every corresponding element u, v across all the
affinity matrices Ac of the video sequence. In this way, all the
elements of the final affinity matrix are averaged considering
the number of times they appeared in the video.

B. Semantic affinity matrix

Here we present a method to inject the semantic output of
object detectors to increase motion segmentation accuracy.
This affinity can be introduced both for the temporal and
spatial relations among trajectories. To enforce the temporal
relation between the detections and to increase their reliabil-
ity, we use a tracking-by-detection method [19]. The tracker
allows to associate object detections across the frames thanks
to their appearance and bounding boxes overlap.

The tracker can also deal with occlusions in a better way
than the image trajectories, even if the bounding box is
partially occluded, we might be able to associate them in
different frames. Differently, image trajectories can loose the
track even with minimal occlusions, in some cases the pole
of a traffic sign is sufficient to stop a image point trajectory.
Moreover, the tracking by detection method uses a final stage
where the association between detections in different frames
are done with an appearance model and a regression method
based on the sizes of the bounding boxes.

The tracking-by-detection method has three main benefits:

• it eliminates most of the false positives in the image
detections that can affect the final result;

• it reduces the error over the sizes and the localisation
of the detections, increasing the reliability of the asso-
ciation of the trajectories with the detected objects;

• it joins the trajectories interrupted by an occlusion
thanks to the final regression method.

In order to build the affinity, let us consider a detection
d (e.g. of cars) in a generic frame f , associated to a 2D
bounding box defined as a triplet of parameters Bdf =
{wdf , hdf ,bdf} where bdf is the top-left corner position of
the bounding box while wdf and hdf are the width and height
of the bounding boxes respectively. To enforce spatial and
temporal relations, we generate an affinity matrix ~A ∈ RP×P

which takes into account the position of the trajectories in
the 2D image with respect to the generated detections.

For each detection belonging to a detection tracklet d,
where detections are already interlinked in time thanks
to the tracking-by-detection, we build an affinity matrix
~Adf ∈ RP×P for each frame f = 1, . . . , F by using a
two-dimensional Gaussian (as shown in Fig. 3), based on
the distances between features and the dimensions of the

Fig. 3. We build the semantic affinity matrix by using a two-dimensional
Gaussian with variances related to the two sizes of the bounding box and
based on the distance between two generic points u and v inside the
bounding box across all the frames f .

bounding boxes:

ãuv,df = exp

(
−

(
(xu,df − xv,df )2

w2
df

+
(yu,df − yv,df )2

h2df

))
,

(9)
where ãuv,df is the affinity between point u and point v

associated to the detection tracklet d in frame f , while the
variances along the two axes are respectively equal to the
square of the sizes of the bounding boxes h2df and w2

df if
both the points u and v are lying inside the bounding box
Bdf . After computing every single semantic affinity matrix
for each frame f associated to each detection d, we perform
the aggregation over the time as follows:

ãuv,d =

∑F
f=1 ãuv,df

||ãuv,d||0
if ||ãuv,d||0 6=0

ãuv,d = 0 if ||ãuv,d||0 =0,

(10)

where ãuv,d = [ãuv,d1, . . . , ãuv,dF ]. We compute the final
Semantic affinity by aggregating all the ~Ad = {ãuv,d}
associated to each detection tracklet d = 1, . . . , D:

ãuv =

∑D
d=1 ãuv,d
||ãuv||0

if ||ãuv||0 6=0

ãuv = 0 if ||ãuv||0 =0.

(11)

where ãuv = [ãuv,1, . . . , ãuv,D].

C. Spectral clustering with joint affinity matrices

The last step performed is the combination of the Geo-
metrical and the Semantic affinity matrices:

Ŝ = αÂ+ β~A (12)

to get a final matrix on which we compute the final spectral
clustering. We generate the weights α and β for the final
combination of affinity matrices by using a procedure de-
veloped by Huang et al. [23] named Affinity Aggregation
for Spectral Clustering. We use this method because it is
unsupervised, and it automatically seeks for an optimal
combination of affinity matrices such that the effect of
ineffective affinities and irrelevant features is reduced.



Normalised Spectral Clustering is performed using Ng et
al. [26] method, with a number of M clusters that is known a
priori: In this work we do not conduct model selection, which
means to find the number of moving objects inside the scene,
because we focused on segmenting trajectories belonging to
moving objects like in other works on motion segmentation
[25]2. We firstly compute the Normalised Symmetric Lapla-
cian L ∈ RP×P , and then we perform the k-means on the
M normalised largest eigenvectors of L.3

In short, the proposed method performs motion segmenta-
tion of a video by applying spectral clustering to an affinity
matrix given by the combination of a geometrical affinity
matrix, which represents geometrical relations among the
trajectories, with a semantic affinity matrix, which contains
the semantic information about the objects inside the scene.4

IV. EXPERIMENTS

We tested our method on a synthetic scenario and on a real
dataset. We compared our method, that we named TVCM
(Two-View Constrained Motion), with other state-of-the-art
algorithms: the TPV proposed by Li et al. [25], the Sparse
Spectral Clustering [14], the Local Best Fit flats [48], the
Local Subspace Affinity [44], the Generalised PCA [39],
RANSAC [16] and Agglomerative Lossy Compression [32].

A. Synthetic experiment

We generated a dynamic environment to simulate the real
conditions of a camera with objects (cars) and background
moving with a planar motion on a street. The aim of this
dataset is to test the robustness of the two geometrical
approaches (our TVCM and the TPV) with respect to other
state-of-the-art approaches [25], [14], [48], [44], [39], [16],
[32] in presence of an increasing noise over the points
belonging to the trajectories. In this synthetic environment
we did not test the influence of the semantic contribution on
the segmentation problem.

In order to create a video sequence, we reprojected the
3D synthetic clusters of points representing moving objects
in the scene on each image frame with the perspective
camera model. To make the synthetic dataset as close as
possible to the real case, the intrinsic camera parameters are
taken from a sequence of the KITTI dataset [19]. The 2D
measurements have been generated projecting 347 points for
a simulated synthetic 3D car and 347 points from a second
car, and 400 points representing the background. A noise
eif ∈ R2 whose values are distributed following a Gaussian
distribution with variance ε truncated between [−ε,+ε] has
been added on the set of points. We performed motion

2If required, model selection can be solved using the method developed
by Soltanolkotabi and Candés [34].

3Our algorithm can be restructured for online operations (e.g., on an
autonomous car), by performing the most expensive step (spectral clustering)
using incremental eigenvector decomposition. The other steps (e.g., feature
tracking, affinity calculation, object detection) are already online or can be
performed equivalently in a sliding window fashion.

4In practical applications, it is conceivable that the autonomous system
would need to analyse the 3D motions of the objects in the scene, apart
from detecting the object instances. Our technique can be seen as making
object detection and motion segmentation mutually benefit each other.
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Fig. 4. Misclassification rate by using TVCM (our method), TPV, SSC,
LBF, LSA, GPCA, RANSAC and ALC for the synthetic experiment.

segmentation using the methods explained in Section III. To
have a reasonable statistics for comparisons, we generated
10 different synthetic scenarios of 20 frames, each of them
including 3 different planar motions.

In Figure 4 we reported the average misclassification rate
for all the 8 methods of all the 10 sequences with respect
to the magnitude of the standard deviation of the noise
ε on the reprojection points. Observe that, in the specific
case of planar motions, TVCM is more robust than TPV
and all the other methods, and its misclassification error
ρ remains below the value of 2% even in the case of
maximum noise. TPV, on the contrary, is more sensitive to
the noise, eventually reaching a maximum value of 14% of
misclassification. Considering the state of the art methods,
SSC, LBF, ALC increase their error starting from zero and
reaching a maximum value that remains below the 8%, while
the LSA is almost linearly sensitive to the noise, reaching a
maximum value of 21%. The GPCA performs poorly with a
11% of misclassification error even with zero noise over the
measurements, and the same happens for RANSAC, which
has an error rate that does not seems strongly affected by
the increase of the noise.

The ALC method is able to compute also the number of
motions by using the agglomerative segmentation algorithm
described in [13]; to perform a fair comparison, we modified
the code such that it does not compute this number, which
is given as input. We performed the computations iterating
over 30 different values of noisy level, and then we used the
segmentation with the smallest average error rate.

B. Real experiment

We tested the whole pipeline described in Section III on a
subset of images taken from the KITTI dataset [19], which
has a strong perspective effect because the point of view
navigates inside the scene, which contains close foreground
as well as background objects. The semantic part of the
method and the extraction of trajectories can be performed
on real time videos by using fast CNN-based algorithms. The
geometrical part consist in a linear combination of matrices
and a spectral clustering, then the performance of the method
depends on the size of these matrices.

In this kind of scenario the camera model can not be



TABLE I
MISCLASSIFICATION RATE FOR EACH OF THE SELECTED SEQUENCES OF

THE KITTI DATASET. IN THE TABLE WE INCLUDED THE NUMBER OF

MOTIONS M FOR EACH SEQUENCE.

Seq. M TVCM S-TVCM TPV S-TPV SSC S-SSC LBF LSA GPCA RANSAC ALC

5 3 52 29 58 61 59 58 33 63 62 67 63
9 4 37 0 33 22 45 44 33 54 38 72 14

11 11 49 35 47 32 62 58 29 74 67 88 40
14 11 43 29 46 42 48 44 53 74 66 85 39
20 2 0 0 0 0 5 20 11 11 11 37 39
22a 2 0 0 50 48 35 4 0 36 0 48 0
22b 2 44 3 47 21 31 8 19 25 49 47 24
22c 3 2 0 2 0 0 0 15 32 47 71 53
36 3 0 0 44 47 6 6 6 10 22 27 6

Avg. 25 11 36 30 32 27 22 39 38 60 27

approximated as affine ([21], pp. 13,169). This dataset is
composed by a collection of video sequences recorded from
a camera mounted on a moving platform in a urban envi-
ronment. We did not use the whole dataset and many frames
of the sequences because in several cases there is only one
motion (i.e. there are no moving objects). The selected sub-
sequences were chosen considering only cases where cars
are moving (in two sub-sequences there are both parked cars
and moving cars).

We did not test our method with other datasets with
perspective effects like Hopkins155 or the MTPV dataset
associated to [25], because in those two datasets the objects
are not moving with the motion considered in our method,
i.e. mostly parallel to a plane which is normal with respect
to the Y axis of the camera. However we want to remark that
our dataset is actually more challenging than the MTPV and
Hopkins 155 because the sequences we used contain 2 to 11
motions in the same scene, while in the two cited datasets
the maximum number of motions is respectively 2 and 3, as
already mentioned in Section 1.

To generate the trajectories we used the LDOF tracker
[35], which has the advantage of being quite robust to
variation on lighting as it happens often in outdoor scenarios.
The LDOF tracker generates a number of trajectories which
depends on the length of the video and on the size of
the image. Most of the extracted trajectories fall on the
background, which becomes the motion with the biggest
number of samples: To achieve good results in performing
clustering on the final affinity matrix it is desirable to have
a comparable number of samples in each cluster [43].

To reach this goal we first split the features belonging
to the background from the those from the foreground by
applying a semantic segmentation to the images [50]; then
we randomly cull the background features such that they are
not more than the 60% of the total number.

We applied the motion segmentation pipeline on 9 se-
quences, with varying number of frames from 8 to 117 5

and with 2 to 11 number of motions.

5The number of frames are respectively 28 for the seq. 5, 36 for seq.
9, 117 for seq. 11, 79 for seq. 14, 51 for seq. 20, 13 for seq. 22a, 18 for
seq22b, 8 for seq 22c and 20 for seq. 36

We generated the detections to compute the semantic
affinity matrix with a LSVM-based object detector [15],
in particular the car model trained on the KITTI dataset
by Geiger et al. [19]. To combine the affine matrices, we
used two parameters α and β computed with AASC as
explained in section III-C, for every sequence respectively for
the semantic affinity matrix and for the geometrical affinity
matrix. Even though the only unknown is the ratio between
the weights associated to the matrices since segmentation
using an affinity matrix is scaling invariant, we used two
parameters to keep the notation consistency with [23]. The
AASC algorithm generates weights that should be less than
one in modulus, according to the constraints in [23]. This
means that weights can also be negative, as happens for
α in seq. 5. As you can see from the values in Table 2,
on 33% of the cases the two components have the same
weight, while in seq. 4, 5 and 6 the geometrical part gives
still a high contribution. In seq. 14, the Table 1 shows
that the segmentation is also successfully performed by
TVCM (the geometrical part only). In general, if the motions
can be easily separated with the geometry the algorithm
assigns similar weights to the semantic and geometrical
contributions, as happens in seq. 9, 11, 22a and 22c. If the
motions are hard to separate, the algorithm gives more weight
to the semantic affinity matrix.

To face with the issue of missing data for SSC, LBF, LSA,
GPCA and RANSAC we used the method of Chen et al. [5],
which has the best performances according to [25]; for the
GPCA method, we avoided to use the Power Factorisation
because of its instability. We did not use [5] with the
ALC because it can efficiently deal with an incomplete
matrix through a routine implemented in the provided code,
consisting in a matrix completion algorithm with different
levels of noise and a final search for the best segmentation
result.

In Table I we showed the misclassification rate value
for the TVCM, TPV [25] and SSC methods, and for the
versions S-TVCM, S-TPV and S-SSC where we combined
the geometrical part with the semantic part as explained in
Section III-C. On average the TVCM has good performances
with respect to the other algorithms listed; the average value
of 25% of misclassification rate, is mainly due to the wrong
classification of the sequence 5, where the TVCM reaches
a rate of 52%. The sequence 5 includes on the right side a
wagon with a high noise associated to the tracks and with
a strong perspective effect; this combination makes it hard
to associate the motion of the features lying on it with the
motion of the rest of the points associated to still objects. In
this sequence the S-TVCM has the lowest misclassification
rate, followed by the LBF which has 33%.

Other significant cases are the sequences 11, 14 and
20. In sequence 11 there are 11 cars at a crossroad, with
many of them moving with a similar motion; this implies
that is difficult for the TVCM and for the TPV to distin-
guish between the different cars; in this case the semantic
contribution helps to reduce the misclassification rate. The
same happens in sequence 14, where the complexity of the



Sequence 9
TVCM S-TVCM

TPV S-TPV

Sequence 11
TVCM S-TVCM

TPV S-TPV

Fig. 5. Qualitative results in two of the nine sequences taken from the KITTI dataset using the two perspective motion segmentation methods on feature
points: TVCM and S-TVCM (our method), TPV and S-TPV. The inner part of the points represents the segmentations, while the point border represents
the GT. For bigger figures, please see the supplementary file on the authors’ respective homepages.

scene and the similarity between the motions leads that
the semantic improves the result of 14%. Concerning the
competing methods, the LBF reports the best performances,
reaching the best result three times (in sequence 5, 11 and
22a ) and having a narrow advantage in misclassification with
respect to the TVCM. We showed in the synthetic experiment
that in general, when dealing with planar motions, the
TVCM is more robust to the noise. Qualitative results are
in Fig. 5, where at each dot/trajectory we use different
colors for different motions. The color of the dot inner part
represents the resulting segmentation, while the dot border
color represents the ground truth. (verifica questa frase) If the
dot inner and border parts have the same color, segmentation
is successful.

V. CONCLUSIONS

This paper presented a practical novel approach to solve
the motion segmentation task from a camera mounted on a
wheeled moving platform in case of urban street-level scenes.

TABLE II
WEIGHTS COMPUTED BY USING THE AASC [23] FOR ALL THE

SEQUENCES OF THE KITTI DATASET.

5 9 11 14 20 22a 22b 22c 36

α -0.42 0.50 0.50 0.10 0.17 0.50 0.04 0.42 0.38
β 1.42 0.50 0.50 0.90 0.83 0.50 0.96 0.58 0.62

In particular we simplified the epipolar constraint for the
described specific case, and we improved the performances
of our subspace clustering method by including semantic
information in the form of an affinity matrix.

We tested our method on a synthetic dataset, and we
showed that our algorithm is more robust to the noise with
respect to the comparing methods. We also applied our
method to a real dataset recorded in an urban environment,
and we further confirmed the average superiority of the



reduced epipolar constraint combined with the semantic data.
Realistically, motion segmentation is not an end by itself.

However, as alluded to earlier in the paper, motion segmen-
tation arguably forms an important component in an overall
pipeline for 3D scene understanding.
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